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Analyzing the information content of DNA, though holding the promise to help quantify how the pro- 

cesses of evolution have led to information gain throughout the ages, has remained an elusive goal. Para- 

doxically, one of the main reasons for this has been precisely the great diversity of life on the planet: if on 

the one hand this diversity is a rich source of data for information-content analysis, on the other hand 

there is so much variation as to make the task unmanageable. During the past decade or so, however, 

succinct fragments of the COI mitochondrial gene, which is present in all animal phyla and in a few oth- 

ers, have been shown to be useful for species identification through DNA barcoding. A few million such 

fragments are now publicly available through the BOLD systems initiative, thus providing an unprece- 

dented opportunity for relatively comprehensive information-theoretic analyses of DNA to be attempted. 

Here we show how a generalized form of total correlation can yield distinctive information-theoretic de- 

scriptors of the phyla represented in those fragments. In order to illustrate the potential of this analysis 

to provide new insight into the evolution of species, we performed principal component analysis on stan- 

dardized versions of the said descriptors for 23 phyla. Surprisingly, we found that, though based solely 

on the species represented in the data, the first principal component correlates strongly with the natural 

logarithm of the number of all known living species for those phyla. The new descriptors thus consti- 

tute clear information-theoretic signatures of the processes whereby evolution has given rise to current 

biodiversity, which suggests their potential usefulness in further related studies. 

© 2018 Elsevier Ltd. All rights reserved. 
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. Introduction 

The genome of every living organism is the product of Dar-

inian natural selection and random drift as they played out along

he ages since the inception of life on the planet. The fundamen-

al hallmark of this lengthy process has been the appearance and

iversification of highly organized (out of highly unorganized) mat-

er. It is therefore only expected that any pool of DNA from a suf-

ciently representative set of individuals should contain unmistak-

ble information-theoretic traces of how the reduction of entropy

hat the evolution of life has entailed led to the biodiversity that

e observe today. This notwithstanding, previous efforts to analyze

he information content of DNA have been limited in scope and as

uch provided little or no insight into biodiversity ( Gatlin, 1966;

rozier, 1997; Schmitt and Herzel, 1997; Srivastava and Baptista,

016 ). The reasons behind such relative lack of success are many,

ut essentially boil down to one single paradox: the amazing di-

ersity that drives the search for meaningful quantification is the

ame that has so far made the task practically unmanageable. 
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Specifically, there are two main difficulties to be faced when

ttempting such analyses. The first one has to do with the avail-

bility of experimental data, as well as with the quality of such

ata when they are available. Any information-theoretic analysis

f DNA has to begin by grappling with estimating the distribution

f probability associated with the pool that is being studied. If the

ool comes, say, from a single genus, and given some individual of

hat genus, we must be able to estimate the probability that the

enus contains DNA that is sufficiently similar to that observed for

he given individual. Moreover, this only makes sense if the DNA

n question comes from a region of the genome that is found in all

ndividuals in that genus, which further complicates the data avail-

bility and quality problem. The second difficulty has to do with

ormulating the problem adequately. While the well-known Shan-

on entropy can be effectively used to quantify information gain,

t needs to be applied carefully in order to tease out the desired

ootprints of biodiversity. 

Here we address the first difficulty by taking advantage of the

urrent public availability of data on the so-called barcoding gene

the COI mitochondrial gene) from the BOLD (Barcode Of Life Data)

ystems initiative ( Ratnasingham and Hebert, 2007 ). This gene is

resent in all animals as well as in members of a few other phyla

 Hebert et al., 2003 ). The BOLD repository contains a few mil-

https://doi.org/10.1016/j.jtbi.2018.05.008
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lion sequence fragments of the gene’s 710-base-pair Folmer re-

gion ( Folmer et al., 1994 ), covering 25 phyla, of which 23 are an-

imal phyla and the remaining two are phyla of algae. The barcod-

ing gene is therefore ubiquitous to a large extent. It is also di-

verse enough across species (thence its denomination as a “bar-

code” Savolainen et al., 2005 ), so the BOLD samples are poised to

constitute a suitable dataset from which to estimate the necessary

probability distributions. Owing to the way in which these data are

organized, we perform our study at the level of the phylum. 

As for the difficulty of formulating the problem ade-

quately, we follow the principle first expressed qualitatively by

Rothstein (1952) regarding the analysis of information gain in the

multivariate case. This principle considers a set of random vari-

ables representing some physical process of interest, as well as

their joint distribution. It states that, since information gain oc-

curs during the process not only at the level of the set of all vari-

ables taken as a whole but also at the level of any of its subsets,

what really matters is the amount of global gain that surpasses the

combined local gains relative to select subsets. This principle has

been formalized as the so-called total correlation of the variables

and its generalizations ( Watanabe, 1960 ). It is behind several stud-

ies related to the integration of information in complex systems,

including some targeted at the temporal evolution of probabilistic

cellular automata ( Cassiano and Barbosa, 2015 ), of threshold-based

systems in general ( Barbosa, 2017 ), and of the cerebral cortex as

it gives rise to consciousness ( Balduzzi and Tononi, 2008; Nathan

and Barbosa, 2011; Oizumi et al., 2014 ). 

The centerpiece of our approach to analyze the information

content of the barcoding gene is to use a particular form of gener-

alized total correlation to obtain information-theoretic descriptors

for each of the phyla considered. In order to illustrate the poten-

tial applicability of this tool, we use it to address the following

fundamental question: given a sufficient quantity of BOLD samples

from the phyla under consideration, do the information-theoretic

descriptors obtained from generalized total correlation also relate

to the larger biodiversity comprising all known living species, even

though only those species represented in the samples get to be

taken into account? As will become clear in Sections 2 and 3 , these

descriptors are correlated with one another to various degrees, but

mapping them onto the uncorrelated, variance-emphasizing direc-

tions provided by PCA (principal component analysis; see Abdi and

Williams, 2010 ) does reveal them to be signatures of biodiversity

that lie hidden in the gene. Specifically, for each phylum a single

new descriptor is obtained that correlates strongly with the biodi-

versity that is present in the phylum as expressed by the logarithm

of its number of species. This is true both of the species repre-

sented in the data and of the many more species that are known

but may not have reached the BOLD system thus far. It follows that

biodiversity, both the one represented in the data and the much

greater one that is known to be present in the world’s ecosystems,

grows exponentially with that single descriptor of a phylum. 

We proceed in the following manner. We first introduce the

generalized form of total correlation that we use in Section 2 ,

then explain our additional methodological ingredients, such as

data preparation and entropy estimation, in Section 3 . Our results

are detailed in Section 4 . We then follow in Section 5 with con-

cluding remarks. These include what we consider to be crucial

steps towards establishing the appropriateness and robustness of

information-theoretic analyses of DNA such as the one we have

performed. 

2. Generalized total correlation 

Let S = 〈 S 1 , S 2 , . . . , S n 〉 be an n -nucleotide sequence, i.e., each S k
is one of the four nucleotides occurring in DNA (represented by

base A, C, G, or T), and let B n be the set of all 4 n n -nucleotide
equences. We assume that n is a multiple of 3 (the number of

ucleotides in a codon) and view each S k as a random variable.

he form of generalized total correlation that we use is based on

artitioning S into contiguous subsequences. The number of possi-

le partitions is exponential in n , which probably would rule out

ny attempt at choosing an optimal one given the ultimate goal

f exposing biodiversity even if such optimality were well defined.

he partition we select requires every subsequence to be d < n nu-

leotides long, with n a multiple of d and d a multiple of 3. The

umber of subsequences in the partition is n / d . 

Our version of generalized total correlation is specific to se-

uence S of random variables and divisor d . It is denoted by C ( S,

 ) and given by the Kullback–Leibler divergence from the joint dis-

ribution of the n random variables that would ensue if all n / d sub-

equences were probabilistically independent of one another to the

ctual joint distribution. That is, 

(S, d) = 

∑ 

T ∈B n 
Pr (S = T ) log 4 

Pr (S = T ) 
∏ n/d 

i =1 
Pr (S id 

id −d +1 
= T id 

id −d +1 
) 
, (1)

here each S � 
k 
, with � − k + 1 = d, denotes the d -nucleotide se-

uence beginning at nucleotide S k and ending at nucleotide S � , and

imilarly for T � 
k 

. This expression can be rewritten as 

(S, d) = 

n/d ∑ 

i =1 

H(S id id −d +1 ) − H(S) , (2)

here 

(S � k ) = −
∑ 

T ∈B d 
Pr (S � k = T � k ) log 4 Pr (S � k = T � k ) (3)

nd 

(S) = −
∑ 

T ∈B n 
Pr (S = T ) log 4 Pr (S = T ) (4)

ive the Shannon entropy of S � 
k 

and that of S , respectively ( B d is

he set of all 4 d d -nucleotide sequences). The use of logarithms to

he base 4 implies H(S � 
k 
) ≤ d for each pair k , � and H ( S ) ≤ n . These

ounds, in turn, suggest a reinterpretation of Eq. (2) , after rewrit-

ng it in the form 

(S, d) = [ n − H(S)] −
n/d ∑ 

i =1 

[ d − H(S id id −d +1 )] , (5)

here each term in square brackets is an information gain, or re-

uction of entropy, relative to the case of maximum entropy. The

einterpretation, therefore, is of C ( S, d ) as the amount of global

nformation gain (i.e., relative to sequence S ) that surpasses the

um total of the local information gains (i.e., relative to the sub-

equences S � 
k 
). C ( S, d ) is expressed in quaternary digits ( quats ), but

enceforth we use its normalized version, denoted by N ( S, d ) and

iven by 

(S, d) = 

C(S, d) 

n − d 
, (6)

hose denominator gives the maximum possible value of C ( S, d ). 

. Methods 

All data publicly available at the BOLD website (barcod-

nglife.org) on September 20, 2017 were downloaded in the FASTA

ormat. Not all sequences start at the 5 ′ -end of the barcoding gene,

or do they have the same number of nucleotides. Moreover, se-

uences often contain symbols other than A, C, G, or T, following

he FASTA convention that hyphens and other eleven letters can

lso appear and have specific meanings: a hyphen denotes a gap

nserted during alignment with other sequences; the other letters
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ndicate uncertainty in tagging the signal that is read off the se-

uencer with one of the four base letters (for example, R indicates

ncertainty between A and G; B indicates uncertainty among the

on-A bases; and N indicates full uncertainty). Sequences publicly

vailable at the BOLD website may or may not have undergone

lignment prior to being uploaded to the repository. 

While in many phylogenetic studies the notion of sequence ho-

ology is crucial (and as such an important preprocessing of the

equences to be used, mostly in the form of multiple-sequence

lignment, is a mandatory first step), that is not so when the goal

s to compute information-theoretic quantities based on the se-

uences. What is needed in this case is that, given some length-

 sequence of the base nucleotides A, C, G, and T, we be able to

ssess the probability that it appears in the sequence pool being

tudied at some fixed position. It is essential, therefore, that all

equences in the pool begin at the same position, contain no hy-

hens or nucleotides other than the base ones, and be at least �

ucleotides long. This is implicit in the definitions of Section 2 ,

ith their reliance on the set B 

n of all length- n sequences of the

ase letters. 

Thus, in order to be able to compute N ( S, d ), we first elimi-

ated all sequences not starting at the 5 ′ -end of the gene. More-

ver, in order to allow the remaining sequences to contribute as

ully as possible, each one was considered after truncation to sev-

ral different lengths from the first nucleotide. These lengths are

32 nucleotides, 459, 486, and so on through 702. Depending on

ow each of these numbers related to the original length, each se-

uence starting at the 5 ′ -end of the gene yielded somewhere from

one up to eleven sequences for use in the study, possibly includ-

ng one with the 648 nucleotides of the canonical barcoding gene

ragment ( Ratnasingham and Hebert, 2007 ). Each of these trun-

ated sequences was then further tested for the presence of hy-

hens and eliminated in case any were found. 

Before participating in the estimation of the joint distribution,

ach truncated sequence was further screened and discarded if the

resence of too many letters other than A, C, G, or T was detected.

o this end, we first assigned an unfolding factor to each letter in

he sequence. The factor assigned to the k th letter was q k = 1 if the

etter was A, C, G, or T; q k = 2 if the letter expressed uncertainty

etween two of those four (such as R, used above in the example);

 k = 3 if the uncertainty was among three of them (such as B in

he example); or q k = 4 if the letter was N. The number of letters

ther than A, C, G, or T was declared excessive if Q > 10 0 0, where

 = 

∏ n 
k =1 q k , which was meant to ensure that the storage required

or computing would not run out of bounds during distribution es-

imation (cf. Section 5 for more on this). 

The number of surviving sequences for each phylum and for

ach of n = 432 , 459 , . . . , 702 is shown in Supplementary Table 1.

or each fixed n , and apart from the requirement (to be han-

led shortly) that no non-base letter be present in a sequence, all

ength- n sequences accounted for in the table are fully compliant

ith what is needed for joint-distribution estimation (since they

ll begin at the 5 ′ -end of the gene, all are hyphen-free, all have

he same length). As per Supplementary Table 1, the phyla Cyclio-

hora and Gnathostomulida failed to have at least one surviving

equence for each value of n , and were for this reason eliminated

rom the study. We therefore proceeded with a total of 23 phyla.

or each of these phyla, the total number of N ( S, d ) descriptors is

07, all eleven values of n considered, every multiple-of-3 divisor d

f each n considered as well (except for n itself). 

For each phylum and each value of n , the essential probability

o be estimated is the joint probability Pr (S = T ) for each T ∈ B n ,

ince from these all marginals related to the subsequences of S can

e computed. A first approach to such estimation, the so-called

lug-in approach, is to first count the number of occurrences of

 among the sequences that survived screening and then normal-
ze the counts. Because B n only contains sequences of the base let-

ers A, C, G, and T, each surviving sequence is first unfolded into Q

equences that only have base letters as well. Each of these Q se-

uences includes one full set of the possible replacements of the

on-base letters with base letters that resolve the uncertainties,

nd receives a contribution of 1/ Q to its count. 

This approach sets Pr (S = T ) to 0 for nearly all T ∈ B n , which

an sometimes be too imprecise due to the limited number of

urviving sequences (even after unfolding). There would be noth-

ng else to be done if distribution estimation were the final

oal, but for entropy calculations from the estimated distribution

here are several approaches that seek to alleviate the problem

 Paninski, 2003; Hausser and Strimmer, 2009; Archer et al., 2014 ).

n this study we used the Hausser–Strimmer shrinkage approach

 Hausser and Strimmer, 2009 ), which essentially begins with the

ame counting as above and then alters the resulting probabilities

ia a data-dependent convex combination with the uniform distri-

ution over B n . 

A crucial methodological ingredient was to drastically simplify

he description of each phylum as a point in 107 dimensions to one

n only a few dimensions. We did this by viewing each of the 107

 ( S, d ) descriptors as a random variable for which 23 samples are

vailable (one for each phylum) and using PCA on these variables’

tandardized versions (obtained by shifting and scaling each vari-

ble’s samples so that the resulting mean and standard deviation

re 0 and 1, respectively). PCA returns a description of the phyla in

erms of principal components, that is, uncorrelated projections of

he random variables’ standardized samples. The first component

ccounts for more variance across the phyla than the second, the

econd more than the third, and so on. One then retains as many

f these components as needed to account for as much variance

s desired, hopefully only a few of them. Projecting a phylum’s

07-dimensional vector of standardized samples onto one of the

etained components is achieved by a zero-intercept linear regres-

ion through the 107 coefficients that PCA outputs, known as that

omponent’s loadings. 

. Results 

For each of the 23 phyla whose BOLD data survived screening

e obtained all 107 N ( S, d ) descriptors as outlined. Drawing a scat-

er plot for each phylum with each descriptor represented by its

 / n and N ( S, d ) values yields a rich variety of possibilities, as il-

ustrated in Supplementary Fig. 1 for all phyla and in Fig. 1 for

rthropoda and Porifera. These two phyla were selected for inclu-

ion because they illustrate particularly well how striking the dif-

erence between the descriptors of distinct phyla can be. In fact,

ven though for any given phylum the value of N ( S, d ) decreases

ith increasing d for fixed n (note that the unnormalized value of

 ( S, d ), C ( S, d ), equals 0 for d = n, regardless of the underlying joint

istribution), visually it is clear that sometimes the descriptors of

wo given phyla share not much else. 

Applying PCA yielded a first principal component that accounts

or 89% of the variance across the phyla, a second component ac-

ounting for 6.23% of such variance, and so on, as shown in the

o-called scree plot of Supplementary Fig. 2. Projecting the 107-

imensional standardized phylum samples onto the first two prin-

ipal components yields the scatter plot shown in Fig. 2 , where

herefore over 96% of the variance is accounted for. The first prin-

ipal component, in particular, suggests a nearly unique ordering

f the phyla, from the ones with the most negative values (Pri-

pulida and Xenoturbellida) to the one with the most positive

alue (Arthropoda). This order is used in Table 1 to list all phyla

long with two numbers of species for each phylum. The first one

N.Sp.InData) is the number of species accounted for in the data

or that phylum and the second (N.Kn.Liv.Sp.) is the number of
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Table 1 

Lower bound on the number of species represented in the data (N.Sp.InData), 

as reported on the BOLD website (barcodinglife.org) on September 20, 2017; and 

number of known living species (N.Kn.Liv.Sp.), as reported on the Encyclopedia 

of Life website (eol.org/collections/18879) on November 1, 2017 (two exceptions 

are the N.Kn.Liv.Sp. values for Heterokontophyta and Rhodophyta, obtained from 

wikipedia.org/wiki/Heterokont and wikipedia.org/wiki/Red_algae, respectively, on 

October 21, 2017). Phyla are listed in the order of increasing first principal com- 

ponent, as implied by Fig. 2 . A tie exists between Priapulida and Xenoturbellida, 

which are then listed in the order of increasing N.Sp.InData (or N.Kn.Liv.Sp.). 

Phylum N.Sp.InData N.Kn.Liv.Sp. 

Xenoturbellida 1 2 

Priapulida 2 19 

Hemichordata 2 120 

Brachiopoda 35 443 

Chaetognatha 30 179 

Onychophora 90 179 

Acanthocephala 36 1192 

Sipuncula 64 144 

Nemertea 172 1200 

Tardigrada 67 1157 

Heterokontophyta 465 25 0 0 0 

Bryozoa 163 5486 

Porifera 656 8346 

Rotifera 289 1583 

Platyhelminthes 729 29 285 

Rhodophyta 2659 70 0 0 

Nematoda 521 24 773 

Cnidaria 1702 10 105 

Echinodermata 1278 7509 

Annelida 2400 17 446 

Mollusca 9768 117 358 

Chordata 21 035 64 791 

Arthropoda 132 834 1 235 858 
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known living species the phylum has. N.Sp.InData is a lower bound

on the number of species represented in the data, since not all se-

quences are tagged with a species name. Note that, regardless of

which species count one focuses on, there is a general tendency

for the number of species to grow rapidly as the phyla are consid-

ered in the order of increasing first principal component. 

In fact, computing the Pearson correlation coefficient between

the first principal component and the natural logarithm of the

number of species over all 23 phyla yields a little over 0.96 for

N.Sp.InData, a little over 0.92 for N.Kn.Liv.Sp. The corresponding

linear models are given in Fig. 3 . We find it a striking feature

of these models that, in both cases, their slopes are practically

the same: 0.2873 and 0.28564, respectively for N.Sp.InData and

N.Kn.Liv.Sp., the former less than only 0.6% above the latter. Thus,

not only are the N ( S, d ) descriptors strong information-theoretic

signatures of a phylum’s biodiversity as annotated in the available

data on the barcoding gene, they are also seen to be robust sig-

natures, since they relate nearly as significantly to all the known

biodiversity that is mostly absent from the data. 

An essentially equivalent take on these correlations comes from

first computing the Pearson correlation coefficient between the

N.Sp.InData or N.Kn.Liv.Sp. column of Table 1 and each of the

columns of Supplementary Table 1 (number of sequences down-

loaded, N.D.; number of surviving sequences for n = 432 ; etc.). Do-

ing this reveals values surpassing 0.99 for all pairings except those

involving the n = 675 or n = 702 column of Supplementary Ta-

ble 1, for which we get coefficients between 0.7 and 0.81. This

means that, even after subjected to the stringent screening re-

lated in Section 3 , and provided n ≤ 648, the current contents of

the BOLD repository make it a nearly perfect proxy not only of

species counts in the data but, more interestingly, also of species

counts in the much larger universe of known living species. Not

surprisingly, therefore, the Pearson correlation coefficient between

the first principal component of all 107 standardized N ( S, d ) de-

scriptors and the natural logarithm of most of the columns of Sup-
lementary Table 1 is in slight excess of 0.96 as well. The excep-

ions, again not surprisingly, occur when the “proxy effect” begins

o wane, that is, for n = 675 and n = 672 . For these two values, the

aid correlation begins to fall slowly, first to a little below 0.94,

hen to a little below 0.92. Progressively lower values are bound to

ccur as data representativeness worsens. 

. Conclusion and outlook 

In this paper we have argued that publicly available data on the

arcoding gene, given its relatively short sequences and its abil-

ty to discriminate among species, is finally making information-

heoretic analyses of large taxonomic groups possible. We have in-

roduced a particular form of generalized total correlation, one that

s suited to the expression of variation in DNA sequences, and have

pplied it at the level of the phylum. Total correlation brings with

t a history of successful applications to large ensembles of data

n search for signs of information integration. Our choice relied

oth on this history and on the intuitive expectation, sometimes

verlooked in information-theoretic studies, that valuable insight

s usually to be found as global information gains are compared to

ggregate local information gains. 

We illustrated the use of the new technique on the question of

hether evidence of all known biodiversity can be detected in the

OLD sequences. We provided an affirmative answer, essentially

y computing information-theoretic descriptors of each phylum on

hich data are available, then performing dimensionality reduction

hrough PCA, then demonstrating a strong correlation between the

esulting first principal component and the natural logarithm of

he numbers of known species in the phyla. Other techniques of

imensionality reduction could in principle also have been used,

uch as singular-value decomposition (which underlie other analy-

es of the barcoding gene Sirovich et al., 2009; Stoeckle and Cof-

ran, 2013 ) and multidimensional scaling. 

Each phylum in our study was characterized by 107

nformation-theoretic descriptors, the N ( S, d ) descriptors of

ection 2 . This number came from an initial intuition that the

odon should be given primacy, in the sense that d , the number

f nucleotides in each subsequence into which sequence S is

artitioned, should be a multiple of 3. Dropping this requirement

aises the number of descriptors to 143, with a first principal

omponent that still correlates very strongly with the natural

ogarithm of both N.Sp.InData (0.95) and N.Kn.Liv.Sp. (0.92). In

ight of recent studies suggesting that the codon itself is relatively

nimportant when it comes to species discrimination ( Stoeckle

nd Thaler, 2014; Forsdyke, 2017 ), our insistence on multiple-of-3

ubsequence lengths seems to have served the sole purpose of

ubstantially decreasing the number of descriptors per phylum. 

The discovery related in this paper has been driven mainly by

ata. While this data-centric approach may seem only natural in

n age of successful machine learning and data science in general,

e believe such discoveries beg many more questions than they

nswer. In the case at hand, a principled theory supporting what

as been discovered is still lacking and should be pursued. One

ecessary first step toward further understanding is to interpret

he loadings of the first principal component. These are shown in

ig. 4 , where we see that loadings are less influential for the largest

alues of n . Likewise, they peak at around d = 27 –54 nucleotides

or each n , that is, 9–18 codons. 

Moreover, our claim that the N ( S, d ) descriptors constitute ro-

ust signatures of biodiversity (since they lead to essentially same-

lope linear models regardless of whether the number of species

n question is that taken from the data or that of the known liv-

ng species) should stand in the face of further scrutiny. In this re-

ard, not only does the BOLD repository tend to grow continually,

ut perhaps more importantly, most biodiversity and conservation
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Fig. 1. The 107 N ( S, d ) descriptors for the phyla Arthropoda and Porifera. 

Fig. 2. Each phylum as represented by the first and second principal components 

of all 107 standardized N ( S, d ) descriptors. The symbol for Priapulida is covered by 

that for Xenoturbellida. 

s  

s  

(  

b  

o  

 

c  

s  

d  

o  

Fig. 3. Each phylum as represented by the first principal component of all 107 stan- 

dardized N ( S, d ) descriptors and by the number of species in the phylum (either the 

lower bound given by the data, N.Sp.InData, or the number of known living species, 

N.Kn.Liv.Sp.; see Table 1 ). The fitted linear models for N.Sp.InData and N.Kn.Liv.Sp. 

are ln y = 5 . 5379 + 0 . 2873 x (intercept and slope p -values less than 2 . 33 × 10 −13 ) and 

ln y = 7 . 83349 + 0 . 28564 x (intercept and slope p -values less than 4 . 51 × 10 −10 ), re- 

spectively. Symbol keys are the same as in Fig. 2 . 

Fig. 4. Loadings of the first principal component for the 107 standardized N ( S, d ) 

descriptors. Descriptors are indexed upward from 1, arranged lexicographically on 

the pair n, d . Symbol keys are the same as in Fig. 1 . 
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g  

E

pecialists seem convinced that the number of undiscovered living

pecies surpasses that of known living species by a wide margin

 Mora et al., 2011; Scheffers et al., 2012; Larsen et al., 2017 ). Ro-

ustness is then to be reevaluated whenever the availability of data

r the number of known living species gets substantially modified.

An important last remark has to do with computational effi-

iency. While performing PCA and fitting linear models to the re-

ults are practically instantaneous procedures, computing the un-

erlying N ( S, d ) descriptors can consume non-negligible amounts

f time and RAM. For the present study, we used an Intel Xeon E5-
650 v4 processor running at 3.6 GHz. On this machine, computing

ll descriptors for a single value of n via a single sequential thread,

ll phyla included, required up to 25 min and up to about 32GB

f RAM to complete. These are perfectly reasonable figures these

ays, but they limit a sequence’s value of Q severely (cf. Section 3 )

nd the resulting trade-off must always be kept in mind, particu-

arly as more data become available. 
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